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In our previous discussion of defects and speciality alloy processing, we have considered how defects arise in
materials and can be minimised. We turn now to consider the Sioux City air accident, which was caused by a
melt-related defect in a titanium jet engine fan disk.
Much of the material for this section is contained in the
National Transportation Safety Board (NTSB) Air Accident Report AAR-90/06, and in Lutjering and Williams’
book, Titanium.
First, let us briefly consider why we undertake case
studies. Aside from providing real world context for our
study, in the design of alloys and engineering with them,
the experience we gain from failures is a significant consideration. In effect, we learn from experience of real-world
failures how to avoid failures in future. This is significant
for technologies such as nuclear power, where large-scale
failures absolutely cannot be tolerated. In aircraft engineering we have largely explored the entire ‘fault tree’ (the
way that the system fails) empirically, whereas in nuclear
we cannot do so.
More specifically, here I aim to have you think about
how a failure investigation is run, and what it is like for
different parties to the process. I also aim to scare you a
little - to have you realise that a small production error,
undetected or left unrectified at the time of production,
may result in an accident many years later. I also aim to
illustrate that well-engineered complex engineering safety
systems fail ‘as systems - that is, usually they don’t fail
just because of one problem, rather a series of failures in
the safety chain must occur in order for an accident to
occur.
In an exam, I may connect this case study to a connected technical question on processing, metallurgy or lifing, or simply ask a question on its own. I will ask you
to distinguish the direct materials failure from the subsequent fault sequence resulting in the accident, and possibly
then to discuss the indirect or contributory causes to the
accident. I might also ask you to discuss why the failure
occurred and what might be done differently to avoid such
an accident in the future.
As we begin, it is worth discussing the purpose of an
Air Accident Report. The aim of an air accident investigation is to provide a factual narrative of how and why an
incident occurred, and to make recommendations aimed
at improving safety across the transportation system. It is
not the role of NTSB to regulate manufacturers or carriLecture Notes for MSE307

ers, or to manage airspace - these functions are performed
by the FAA. Nor is it the role of NTSB to assign blame
pursuant to litigation or compensation claims - these matters are litigated in the courts. Instead, the air accident
investigation is supposed to be a safe space for all to learn
from an incident and improve safety, so as to avoid future
accidents. This requires considerable confidentiality, confidence and technical leadership by those involved. Often,
this is not helped by the media, who need to filling rolling
24-hour news cycles, and want to communicate answers to
a public hungry for simple messages. Often, understanding
a failure takes considerable time and effort, and rigorous
review and consideration between experts in adjacent fields
and in different organisations - only after which will it be
appropriate to share the findings with news organisations.
It should also be remembered that speculation is probably
unhelpful to the families caught up in an accident.
3.1. The Accident
United Airlines flight 232 (UA232) was a flight from
Denver to Philadelphia on July 19, 1989, of a three-engined
DC-10-10 manufactured in 1972, which had an airframe
life of 43,000 hours and 17,000 flight cycles (about midlife). Around 1 hour into the flight, at 15:16, the tail
mounted engine failed with a loud bang, Hydraulic power
was lost, and could not be restored from backup systems.
However, to an extent control of the airplane could be
achieved using the power settings on the remaining two
engines.
After some conversation with the United Operations
Centre and Air Traffic Control the crew elected to land at
the Sioux Gateway Airport, which was the nearest airport
to hand. They were concerned about the structural stability of the airframe and their ability to land the plane.
They had great difficulty in controlling their speed, heading and rate of descent simultaneously.
Sioux City was a category B airport, which lacked sufficient fire cover for such a large plane, but could take
single aisle civil aircraft such as the B737. Its fire cover
was provided by an Air National Guard group, who were
present on the day having just performed a drill. Other,
larger airports were nearby, such as Des Moines, Iowa (152
mi) or even Minneapolis (233 mi). Having dumped fuel
down to reserve levels in order to minimise the quantity
of flammable materials on board, the crew attempted to
land at 15:42 on runway 22. This runway was not in use
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Figure 1: Ground track for UA232 after disc rupture and up to the crash landing.

Figure 2: Wreckage path of UA232 aircraft at Sioux Gateway airport.

and was 6,600 ft long, whereas the main runway 31 was
9,000 ft long (LHR’s runways are over 12,000 ft long). In
conversation with the tower, the comment was made that
the run-off area was just fields in any case - given their situation, the crew elected to attempt to land on the runway
they could get to, rather than go-around.
On landing at 16:00, the airplane first contacted the

right wing tip, then the right engine nacelle then the right
main landing gear. The airplane skidded, rolled and broke
up, leaving debris scattered along a track over a mile long.
The tailplane and nose each separated from the main fuselage and wing box, which is structurally the strongest location in the aircraft.
The fire crew attended and discharged their entire in2

Figure 3: Distribution of injuries and fatalities according to location in the aircraft.

1500 ft/min rate of descent and at over 200 kts indicated
air speed, which was well outside of the safe envelope of
normal operations. In November 2003, an A300 freighter
crew suffered a similar loss of control and one engine in a
surface-to-air missile attack outside Baghdad - they managed to land that aircraft, but this is the only notable
incident where this has ever been achieved.

ventory of retardent, which allowed many people to escape.
The failure of a resupply hose in the reserve tender due to
the rotation of a plastic stiffener led to a gap in the application of foam. This meant that it took longer to control
the fire, but in the opinion of NTSB, probably did not lead
to many further casualties.
In total, 111 or the 296 people aboard died (38%).
Several years later a thinly fictionalised movie was made
about the accident that emphasised the experience of passengers onboard, and in particular concerns about visibility in smoke, the height of the corn in the fields where the
fuselage came to rest, and the difficulty of holding onto a
baby held on a lap in a crash. Of course, those in the areas
where the fuselage tore apart were most likely to be killed.

Table 1: Information on the experience of the crew.

Capt.
1st
2nd
Check

3.2. Analysis
There are of course many possible lines of enquiry at
to why a safe outcome was not achieved in this particular
accident, which are discussed at length in the report. We
will focus on just a few.
Q1. Should the crew have been able to land safely? The
crew was extremely experienced, and in addition a United
flight instructor was onboard and assisted the crew in their
landing attempt. After the initial loss of hydraulic power,
the airplane nearly rolled over and one can argue that the
crew performed remarkably well to avoid a catastrophic
in-air loss of control. Simulator tests with experienced
crews after the accident concluded that safely landing with
two engines and no control surfaces was not trainable and
could not be expected. As it was, they landed with a

Last DC10
check
months
3
11
1
3

— — — Experience — — —
Airline Flying DC-10 DC-10
yrs
hrs
yrs
hrs
33
30k
13
7k
30
20k
5+
600
3
15k
2k
31
> 4500
3k

Q2. Should the fire crew have rescued everyone? In
fact, the fire crew performed well in excess of reasonable
expectations; they applied more retardant using more equipment than they were required to have on hand, which resulted in more survivors of the fire. It was a much bigger
incident than they would have trained for, and the tender
resupply hose that failed had never been tested in operation. In essence, once the aircraft was on the ground,
broken up and burning, we are already beyond a wellcontrolled and safe situation; any lives that the first crew
do manage to save are a bonus - we shouldn’t be placed
in a situation where we must rely on them for a happy
outcome.
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Figure 4: Location of the damage to the horizontal stabiliser and redundant hydraulics lines from the failed disc components.

Q3. Should they have landed at a bigger airport? With
hindsight, the airframe was probably airworthy enough to
perform a more comprehensive assessment, and to land
at an airport with larger runways and more facilities to
deal with a fire, and to brief the first crews more fully.
This emphasises the importance of crisis decision-making
by the crew, United operations center and air traffic control. But in the end, given how well the fire crew responded, given that the aircraft didn’t use the full length
of the runway and given that the handling of the injured
in trauma worked well, this factor doesn’t seem to have
been critical.
Q4. Should the disc failure have been safe? The FAA
airworthiness standards for the airframe required that the
manufacturer be able to demonstrate that “the airplane
incorporate design features to minimise hazardous damage
... in the event of an [uncontained] engine rotor failure.”
In this case, debris from the failed disc ruptured all three
redundant hydraulics control lines in the horizontal stabiliser. Lacking check valves, hydraulic fluid then drained
out of the entire system, leaving all the control surfaces inoperable. Evidently, the hydraulic system design did not
achieve the redundancy expected in this instance.
It is worth reviewing the logic underlying engine placement in aircraft. Aircraft such as the Comet and B-2 incorporate the engine into the wing, which produces less
drag and ‘cleaner’ air flow over the wing, but in the event
of an uncontained engine failure then there is a high risk
of significant damage to the airframe. In the early years of
jet aviation, engine failures and shut-downs were relatively
frequent and so mounting the engines in pods became the
norm. In small jets like the MD-80, these are near the
tail and the horizontal stabiliser is mounted high on the
vertical stabiliser (‘T-tail’). In most large jets, the drag
penalty is accepted and the engines are mounted on the
wings, which is structurally more convenient in terms of
the loading in flight vs on the ground.

For long over-ocean flights, until the 1980s three or four
engines were mandated, such that extended operation with
one engine out could occur. Only in the 1980s and 90s were
the engine manufacturers able to demonstrate the reliability required to persuade the regulators to allow extended
operations over water far from diversion airports with only
two engines (ETOPS). But, every additional engine adds
weight in the shafts, containment and fuel handling etc, so
having fewer engines is more fuel efficient. Therefore, in
the 1970s, wide body twin aisle tri-jets were developed for
long haul routes (the L-1011 and DC-10) that had three
engines instead of the four in the B707 and DC-8, with
the third engine mounted in the vertical stabiliser. These
were largely succeeded by twin jets in the 1980s and 1990s,
notably the B767, B777 and A330.
No: there should not have been a failure. High mass
critical rotating parts should not fail; in the air accident
report a review reveals that hull loss (write off of the airframe) occurs approximately 1/4 of the time after an unconfined disc failure. This is because the energy contained
in a disc (on the order of 60kg at over 4,000 rpm) is so
large that the fragments are uncontainable. In this case
the GEAE (General Electric Aviation Engines) expected
life was 54,000 cycles, in line with our discussion about
decrementing the life based on spin testing, the FAA rated
life was 18,000 cycles. Therefore this disc, at 15,000 cycles, was well within its expected endurance. The alloy
used, Ti-6Al-4V, accounts for the majority of world-wide
titanium production and has been in use since at least the
1960s; it is well understood and widely used. Therefore
it is critical to understand how failure of this particular
component came about.
3.3. The accident component
The tail engine (#2) was a GE CF6 engine, with serial
number SN 451-243, and had a total run time of 42,400 hrs.
The disk that failed, SN MPO 00385, was manufactured
4

Figure 5: Service history of the failed disc.

Figure 6: Location and general arrangement of the CF6 fan disc.

at GEAE between 3-Sep and 11-Dec 1971. Originally installed in another engine, it had accumulated 41,000 hrs
and 15,500 flight cycles. It had been inspected six times
since new at periodic overhauls, after 824, 1645, 3764,
8315, 9236 and14743 cycles, prior to the accident 256 cycles later at 15,503 cycles since new.
To review the location within the engine, the fan disk

is attached to the low pressure shaft and transmits power
from the shaft to the fan blades which accelerate the bypass air. When the disc failed, pieces were ejected from
the casing, damaging the horizontal stabiliser. Some were
retrieved months later, when the crops in fields in the area
were harvested. Reconstruction of the majority of the disc
proved to be possible, including the surface that was sub5

ject to fatigue cracking.
Analysis of the crack enabled the identification of a
fast fracture region, initiated from an area of fatigue crack
growth that in turn initiated from a small cavity at the surface of the disc, in the bore. The bore is the most highly
stressed location for most discs. For some fatigue cracks,
it is possible to measure the striation spacing da/dN and,
based on the assumption that each striation corresponds
to a single fatigue cycle, integrate based on an assumed
Paris Law behaviour to estimate the number of cycles that
the fatigue crack grew for. In this case, such a striation
counting exercise found that the crack had been growing
throughout the life of the component - the defect had existed since new, or nearly so.
In addition, based on the stress analysis, the crack grew
in line with the expected fracture mechanics behaviour
from materials testing. Therefore from a fatigue crack
growth standpoint, the material behaved as expected.
A significant fraction of the fatigue crack growth surface was discoloured. Analysis using secondary ion mass
spectrometry (SIMS) showed that the right species were
present in approximately the right fractions for this discolouration to correspond to the dye penetrant fluid used
at the last inspection. Therefore this discolouration corresponded to the size of the crack at the final inspection, 256
cycles before the accident. Over that time, the crack grew
4.2 mm in 14,743 cycles, on average 300 nm per cycle.
The cavity was surrounded by a region with an altered
microstructure - a region of 100% α phase, This indicated
that the cavity originally contained a nitrogen/oxygen stabilised region of α-Ti, possessing elevated hardness and
ductility. Such ‘hard alpha’ defects were found in other
discs from the same forging. The NTSB concluded that

the ‘hard α’ defect then fell out during final shot peening
of the disc.
Q5. Should inspection have found the crack? The
number of non-destructive inspections prompts questions
about the reliability of the inspection process. Fluid or dye
penetrant inspection is a process where a fluid is applied
to a surface, where it is drawn into features by capillary
action. After the excess is wiped off, a developer is applied
that draws out the penetrant. Then, UV lights are used
to locate any features. Cracks 1 mm in size should be well
within the detection limits, that is, the defect should have
been found both prior to original assembly of the engine,
and at each of the inspection intervals.
At the time, inspections were often performed at night,
in between production work, by inspectors working alone
and paid per-piece. Such factors would not tend to bias
matters towards a reliable inspection process. In addition,
the method for holding the disk for inspection, by suspending using a cable, made inspection of the bore difficult. Blade root cracking was more common (although less
critical to safety as blade release can be contained), and
so there may have been limited awareness by inspectors
of the potential for cracking issue at the bore. Therefore
the NTSB, following similar issues in other accidents, recommended that the human factors underlying inspection
procedure reliability be addressed.
However, the fact that the crack was missed by FPI at
least seven times (6 in service and in manufacture) strongly
suggests that no individual inspector should be blamed.

Table 2: Size of features identifiable on the fracture surface.

fatigue zone
discoloured area
cavity “C”

axial length (mm)
31
12
1.4

radial depth (mm)
14
4.6
0.4

Figure 8: Origin of the fatigue crack. A small cavity “C” is highlighted. Fatigue crack growth markings radiating from “C” were
visible. The fracture surface was discoloured by dye penetrant fluid
up to the dotted line.

Figure 7: Reconstruction of the failed disc from the recovered fragments.
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The manufacturing and inspection procedure. As implemented by GEAE at the time, the disk forging was
first machined to a rectilinear machined forging (RMF) or
‘sonic shape.’ This shape, which lacks re-entrant curves,
is optimised for submerged ultrasonic inspection to find
submerged defects having substantially different modulus (ultrasonic wave velocity) to the bulk material - such
as cracks. Critically, a submerged hard alpha inclusion
would not necessarily be expected to be found by ultrasonic inspection. This RMF shape was also inspected by
macroetching to find segregation defects and defects such
as alpha case. Then, having passed these tests, the final
disc shape was machined and shot peened. Shot peening
is often performed to place the surface into a state of compressive residual stress, in an attempt to suppress crack
nucleation from surface flaws and scratches. However, in
this shape ultrasonic inspection is much more problematic,
and shot peening also complicates the ultrasonic inspection. Therefore the only opportunity GE had to discover
the cavity was by fluid penetrant inspection.
In the inspection report, NTSB rejected the suggestion
that shot peening would result in crack closure and hence
cause dye penetrant inspection to fail. They did, however
suggest that GE move to perform macroetch inspections
for metallurgical defects on the final shape prior to shot
peening, rather than on the RMF shape.
Heat Tracking. A particular problem in this incident
was the quality of the record-keeping associated with the

material produced in 1971. All aerospace manufacturers
have long been required to retain extensive records on the
history of all parts. In this instance, GE had records for
two discs with SN MPO 00385. A disk with such a serial
number was ultrasonically inspected in January 1972 and
found to have rejectable defects - but the accident disk
would have been in assembly at GE at that time. One
of the 00385 disks came from a billet melted at Timet,
who used vacuum melting, and the other from RMI, who
used Ar melting. At the forger Alcoa, the group of disks
forged were 00381 to 00388, but Ge had no record of 00381.
Chemical analysis of those eight disks suggested that they
might be from two different heat (castings) - e.g. the RMI
and Timet heats.
Trace element analysis was attempted in order to relate
the disks to the conditions pertaining at particular melting
plants or Kroll plant. The NTSB report says that this
analysis was inconclusive. There is also a suggestions that
non rotor grade (RMI) (recycled / revert) material and
rotor grade (Timet) material may have been swapped at
the forger (Alcoa). Given that billets of material can only
be tracked through heat treatment and forging visually,
this remains a possibility.
In any case, the major embarrassment for GEAE was
that their record keeping system was found to be deficient,
and that inspection of 6 of the 7 sister discs flying in other
engines resulted in the finding of 3 with rejectable defects
(2 alpha case and one overheating during forging).
3.4. Hard α defects and titanium production
We will review Ti production and physical metallurgy
in lecture 5, but a brief discussion here will be useful to
set the scene. Titanium is produced from high purity TiO2
in two steps, termed the Kroll process after its inventor.
First the TiO2 is carbochlorinated, using carbon as a thermodynamic boost to make (liquid) titanium tetrachloride
and CO2 ;
TiO2 + Cl2 + C/2C → TiCl4 + CO2 /2CO

(1)

Then, the TICl4 is reacted with magnesium at 800–850◦ C
to produce magnesium chloride;
TiCl4 + 2Mg → Ti + 2MgCl2

(2)

The magnesium chloride is then electrolysed to produce
magnesium and chlorine, as in a conventional magnesium
plant, which are then recycled in a closed loop. Vacuum
distillation is used to remove (most of) the remnant chloride from the Ti product, which is a granular mass of grey
metal known as ‘sponge.’
The sponge is then trimmed and crushed, and the pieces
compacted into rounds that are welded together (with any
alloying elements) to make a VAR electrode. In current
production, triple VAR melting is the minimum standard.
Titanium has two primary phases, a low temperature
hexagonal α phase and a high temperature bcc β phase.

Figure 9: Relationship of the final disc profile to the RMF and forging
envelopes.
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Figure 10: A titanium sponge after removal from the Kroll reactor.

The addition of alloying elements widens the two-phase
field such that some β can be retained at room temperature. In Ti-6Al-4V, the alloy is ¿95% α phase of approximate composition (wt%) Ti-7Al, with the reminder being
β of composition around Ti-20V.
O is a profound α stabiliser and solid solution strengthener - O and N additions increase hardness, reduce ductility, raise the melting point and can result in a 100% α
microstructure. In addition, liquid Ti has a very strong
affinity for oxygen. Therefore, any water or vacuum leaks
in the Mg plant, Kroll reactors or Ti plant, or VAR melter,
or of overheated material from machined chips (revert material) will tend to result in the production of so-called
hard α (type I) inclusions. These are often in the size
range of 0.1–3 mm. Once introduced, they are extremely
difficult to eliminate in melting, especially in VAR melting.
Vacuum melting is supposed to have a lower frequency
of occurrence than Ar melting, because there is more opportunity to boil off the gaseous elements. However, the
residence time in the arc and the size of the pool surface is
small, and the amount of superheat is low, so even triple
VAR melting cannot guarantee the removal of such defects.
The air accident report notes that GE suffered another disc
failure in 1983 due to such an undetected defect, in triple
vacuum melted material. Therefore the titanium production route cannot be considered robust to the introduction
of such defects.

Figure 11: Typical bimodal microstructure for Ti-6Al-4V (top), and
the Ti-O phase diagram.

3.5. Influence on the aerospace industry
In 1972, the FAA mandated that the industry move
to using double vacuum VAR melting rather than AR
melting. Continued improvements in material handling, in
VAR furnace technology and in the Kroll and Mg plants
through the 1970s and 80s, and the move to triple melting

Figure 12: Example of a hard α defect, with surrounding voids that
may be detectable by ultrasonic inspection, and surrounding region
with elevated α content.
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in the early 80s, were believed to give a 10× reduction in
the frequency of occurrence of hard α defects by the time
of the Sioux City accident.
In reaction to the accident, a further round of industrywide improvements in titanium production quality control
were undertaken, such that a further 10× improvement
has been achieved. It is now said that hard α defects occur at a rate of around 1 per 10 million lbs of billet, or
around one per hundred ingots. Considering the amount
of material machined away, the chances of one occurring
in a critical location are now considered remote.
In the 2000s, as we have already mentioned, skull melting processes such as electron beam cold hearth refining
(EBCHR) started to be introduced. These gave a greater
residence time in the melt and more superheat, lowering
the incidence of hard alpha inclusions and enabling chip
recycling to be undertaken.
Of course, such process quality improvements come at
a cost, at least in the short term. However, we have to
a certain extent found that the improvements in quality
pay for themselves in terms of enhanced productivity and
reduced time between failures of equipment and plant.
GE is the world’s largest industrial company, and in the
90s they introduced a philosophy to many of their operations called ‘six sigma,’ This aims to drive the process variation window (standard deviation σ) to such a level that
only a 1 in 6σ defect would produce an out-of-conformance
product - one in 3.4 million. Part of the philosophy of the
approach is that then, inspection and defect remediation
part of manufacturing can be avoided, at significant saving
in cost. Further, it is said that ‘you can’t inspect in quality’ - given the probabilistics, no inspection procedure can
attain such a 1-in-a-million failure rate. This is such a case
- in titanium production, inspection procedures manifestly
did not find the defect in this case.
In composites, there is periodically excitement about
the possibility of producing ‘damage aware’ or ‘self healing’ materials. The concepts are that sensors be emplaced
- such as conductive wires in CFRP - that will sense a

crack and therefore allow for continuous, on-line inspection without human intervention. Similarly, self-healing
composites would consist of additional resin in a tube that
would react with the surrounding polymer when released
by a growing crack in order to fill and ‘heal’ the crack.
However, no-one has yet come up with a similar concept
for metals, and even in composites thus far the benefits
have yet to outweigh the weight penalty and performance
decrement of adding such features to the material.
But the main point for the aerospace industry is this:
we rely on producing as near to defect-free material as we
possibly can to end up with safe products in service. Inspection cannot guarantee quality, and often times our processes cannot guarantee the elimination of defects. Therefore we rely on having fixed methods of manufacture that
avoid the introduction of defects into the material that
we use, which requires the utmost integrity of the supply
chain.
3.6. Summary
In summary (from the report), UA232 was lost due to
the failure of a Ti-6Al-4V stage one fan disc in flight that
lead to the loss of the hydraulic control systems, making
a controlled landing impossible. The disc failed due to
a hard ? defect present during manufacture at Timet or
RMI, then at Alcoa. It was not found during manufacturing by GE or in service by UA. GE’s record tracking
system was deficient. Douglas failed to design a hydraulics
system that was damage tolerant, and FAA’s certification
of the design was incorrect.

Figure 13: Schematic of an EBCHR furnace.

9

